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Abstract

In multiprocessor-based real-time systems, main memory is identified as a major bottleneck in the worst-case
timing analysis of tasks. Phased execution models such as the 3-phase task model, i.e., that divides the execution
of tasks into distinct computation and memory phases, have shown to be a good candidate to tackle the memory
contention problem. The 3-phase execution model in particular has gained much attention from both academia
and industry as it limits when tasks can access main memory to pre-defined phases. Information on when those
phases may happen and their length can then be leveraged to build a fine-grained memory contention analysis.
However, the existing work that focus on the memory contention analysis for 3-phase tasks may overestimate the
memory contention caused by interfering write requests. This yields pessimistic bounds on the total memory
contention suffered by tasks which in turn leads to pessimistic worst-case execution time (WCET) and worst-case
response time (WCRT) bounds. In this work, we improve the state-of-the-art memory contention analysis for 3-
phase tasks by (i) tightly bounding the memory contention that can be suffered due to write requests; and (ii)
providing a new memory contention-aware WCET analysis.
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Abstract—In multiprocessor-based real-time systems, main
memory is identified as a major bottleneck in the worst-case
timing analysis of tasks. Phased execution models such as the
3-phase task model, i.e., that divides the execution of tasks into
distinct computation and memory phases, have shown to be a
good candidate to tackle the memory contention problem. The
3-phase execution model in particular has gained much attention
from both academia and industry as it limits when tasks can
access main memory to pre-defined phases. Information on when
those phases may happen and their length can then be leveraged
to build a fine-grained memory contention analysis. However, the
existing work that focus on the memory contention analysis for
3-phase tasks may overestimate the memory contention caused
by interfering write requests. This yields pessimistic bounds on
the total memory contention suffered by tasks which in turn leads
to pessimistic worst-case execution time (WCET) and worst-case
response time (WCRT) bounds. In this work, we improve the
state-of-the-art memory contention analysis for 3-phase tasks
by (i) tightly bounding the memory contention that can be
suffered due to write requests; and (ii) providing a new memory
contention-aware WCET analysis.

I. INTRODUCTION

The adoption of multicore platforms in hard real-time
systems, i.e., systems that run applications with stringent
timing requirements, is still under the scrutiny of academia
and industry. The main challenge hindering the adoption
of commercial off-the-shelf (COTS) multicore platforms in
hard real-time systems is their temporal unpredictability. This
unpredictability stems from the sharing of different hardware
resources, such as shared caches, interconnects, and the main
memory. Tasks from different cores may compete to access
these resources and this competition may result in shared
resource contention. All hardware resources that are shared
among multiple cores of a multicore platform can be subjected
to contention, however, it has been identified in the state-of-
the-art [1], [7], [16], [18], [20], [32], [34] that the contention
on main memory has the most significant impact on the timing
behavior of applications (see surveys [22], [24]).

Among several existing solutions to the memory contention
problem, the use of phased execution models is one of the
most promising [3], [7], [9], [12], [26], [29], [33]. These
phased execution models such as the 3-phase task model [9],
[26] allow to derive precise bounds on the memory and bus
contention suffered by tasks [2]-[4], [7], [13], [14], [23], [30],
thanks to dividing the execution of tasks into distinct execution
and memory phases. Specifically, the 3-phase execution model
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has (1) an Acquisition or A-phase, during which the task
prefetches its required data/instructions from main memory
and save them in the core’s local memory, (2) the Execution
or E-phase, during which computation is performed on the
preloaded data without generating any main memory accesses,
and (3) the Restitution or R-phase that writes back the modified
data of the task to the main memory. These phases are
categorized into computation only phase, i.e., the E-phase,
and memory only phases, i.e., the A and R-phases. This
model allows one to infer the specific time intervals in which
memory accesses can happen as well as the memory access
type, i.e., read or write, happening in that interval. This infor-
mation is used to derive precise estimates on the maximum
main memory contention suffered by tasks. Several existing
works [2]-[4], [13], [14], [23], [30] have shown that the 3-
phase task model can provide significantly tighter memory
contention estimates in comparison to the generic task model,
i.e., memory accesses can happen anytime during the task
execution. However, most of these existing works rely on a
black-box memory model, i.e., they assume main memory and
memory bus as a single resource that can handle at most one
request at a time and remains busy while handling the memory
request. These assumptions may lead to both pessimistic and
optimistic bounds as they ignore factors such as the memory
organization, number/type of competing requests, locality of
the requested memory block, memory controller arbitration
policies that can potentially reorder memory requests, etc.
To address this issue, some other works in the state-of-the-
art [1], [7], [16], [18], [20], [32], [34] have also proposed
white-box memory model-based approaches to bound the
memory contention suffered by tasks. Specifically, these ap-
proaches consider Dynamic Random Access Memory (DRAM)
as the main memory and take into account the organization of
DRAM and the low-level arbitration mechanism employed by
the DRAM memory controller. To the best of our knowledge,
the only work in the literature that relies on the white-
box memory modeling-based approach to bound memory
contention for the 3-phase task model was proposed in [7].
The memory contention analysis in [7] assumes that the
memory controller employs write batching' [8] in which
the memory controller prioritizes read requests over write
requests. Write batching ensures that if there are any pending
read memory requests, the write requests are enqueued in

IThe information on write batching in DRAM is detailed in Section II.



the write buffer until the watermarking threshold is reached.
Once the number of writes in the write buffer reaches the
watermarking threshold, write requests are served in batches.
This improves the turnaround time of the data bus [10],
i.e., responsible for the data transfer between the memory
controller and memory banks, as serving memory requests
of the same type is more efficient. Even though the analysis
presented in [7] is safe, it has some limitations. For example,
the analysis of [7] overestimates the memory contention that
can be caused by interfering write requests to the task under
analysis. Specifically, the analysis in [7]? assumes that either
one batch of write requests will cause interference to each
read request of task 7; or the overall delay suffered by the
A-phase of task 7; is given by the length of the write-buffer
plus the R-phases of jobs of all tasks that can be released
on all other cores during the execution of the A-phase of the
task under analysis. This assumption is pessimistic because,
in the 3-phase task model, an R-phase can only be issued by
a core after the completion of an A-phase. In such a scenario,
the actual number of R-phases that can be issued by a core
depends on the number of A-phases that can be completed on
that core and not necessarily on the number of jobs released
by tasks on that core during a given time window. Hence, the
bound on the total memory contention is often overestimated,
yielding pessimistic bounds on the WCET and WCRT of tasks.

To address this limitation, this paper presents a fine-grained
white-box memory contention analysis for 3-phase tasks. For
this, we first identify the sources of pessimism in the existing
analysis [7]. We then show how such pessimism can be tackled
by accurately quantifying the maximum memory contention
caused by write memory requests. Finally, we integrate the
bounds on the maximum memory contention into the WCET
of tasks to derive tighter bounds on the WCRT of tasks.

In sum, this work has the following contributions.
1. We propose a memory contention analysis for 3-phase tasks
that provides a tighter bound on memory contention that can be
caused by write memory requests by showing that interfering
write requests depend on interfering read requests.
2. We show how the derived bounds on memory contention
can be incorporated in the WCET of tasks to derive a fine-
grained memory contention-aware WCET analysis.
3. We perform an extensive experimental evaluation to com-
pare the performance of the proposed memory contention
analysis against the state-of-the-art [7]. Results reveal that
the proposed memory contention analysis can perform sig-
nificantly better under various configurations.

II. BACKGROUND

This section introduces relevant background concepts and
notions related to DRAM. Similarly to most of the existing
approaches [7], [16], [18], [20], [34], we consider the DDR3
DRAM.

The DRAM is composed of 1) a memory controller that is
responsible for determining the order in which the memory

2Note that, unlike the proposed work, the existing work [7] does not
consider bank partitioning among the A-phases of tasks of different cores.

requests from all the cores will be served; 2) a memory chip,
i.e., an array of memory cells that store the data; 3) a command
bus, i.e., the interconnect through which the memory controller
issues all commands to the memory chip, and 4) a data bus,
i.e., the interconnect through which data is transferred from/to
the memory controller to/from the memory chip.

The DRAM is organized into multiple ranks in which each
rank is composed of multiple banks. Each bank is composed
of rows and columns that store the data. Each memory bank
has a row buffer that stores the last row accessed during the
most recent access to that bank. The row stored in the buffer
of a bank is said to be activated. The order in which the
memory requests from all cores will be served by the DRAM is
managed by the memory controller. Memory requests targeting
each bank are enqueued into per-bank queues that are managed
by a so called intra-bank scheduler. Each per-bank queue is
then further exposed to the inter-bank scheduler that schedules
memory requests from the per-bank queues by issuing the
required commands on the command bus and transfers data
on the data bus.

Commonly, COTS multicore processors are designed with
the goal of achieving high throughput which is achieved
by reordering memory requests such that memory resources
can be efficiently utilized. To achieve this, the intrabank
scheduler, i.e., each per-bank queue, uses the First-Ready First-
Come-First-Served (FR-FCFS) scheduling policy [7], [18],
[20] which means that 1) memory requests that result in a
row-hit are prioritized over memory requests that result in
a row-miss; and 2) in case of a tie, older memory requests
are prioritized over newer memory requests. Furthermore, at
the inter-bank level, the Round-Robin (RR) scheduling policy
is used to serve the memory requests from each per-bank
queue [18], [20], [34].

There are three commands that are possibly issued during
a DRAM operation. These commands are: 1) the PRE
(PREcharge) command which stores the current content of the
row buffer to its corresponding row in the DRAM bank; 2) the
ACT (ACTivate) command which activates the requested row
in the row buffer; and 3) the C'AS command which performs
the intended read/write operation on the activated row. Based
on the status of the row buffer and the requested row by
the next memory request enqueued in the per-bank queue,
the following are the possible sequences of commands that
the memory controller can issue to serve a single memory
request [18], [20], [34]:

1. If the requested row is the same as the activated row, i.e.,
row-hit, then only the CAS command is issued to perform the
intended read/write operation on the already activated row.

2. If the bank has an activated row different from the requested
row, i.e., row-miss, then the memory controller first issues
the PRE command to move back the current content of the
row buffer to its corresponding row in the bank. The ACT
command is then issued to activate the requested row. Finally,
the CAS command is issued to perform the intended read/write
operation on the newly activated row.

3. If the bank has no activated row, i.e., row-miss, the ACT



command is issued to activate the requested row followed by
the CAS command.

Each of the above-mentioned commands is issued according
to the JEDEC standard [19] which defines all the timing
constraints that need to be satisfied while performing a
memory operation on the DRAM. As shown in Table I, the
JEDEC timing constraints are divided into intra-bank timing
constraints and infer-bank timing constraints. The intra-bank
timing constraints can be defined as timing constraints applied
between the commands issued to the same bank. For example,
if a memory request issued an ACT command to bank 1, it
can issue the CAS command to the same bank only after
elapsing tRCD cycles. On the other hand, the inter-bank
timing constraints can be defined as timing constraints applied
between commands of the same type (PRE, ACT, or CAS)
issued to any bank. For example, if a memory request on
bank 1 issues a CAS command and another memory request
on bank 2 also wants to issue a CAS command at the same
time, it has to wait for tCCD cycles.

Parameters | Description [ Cycles
Intra-bank constraints
tRCD ACT to CAS delay 9
tRL RD to Data Start 9
tRP PRE to ACT delay 9
tWL WR to Data Start 8
tRAS ACT to PRE delay 24
tRC ACT to ACT (same bank) 33
tWR Data End of WR to PRE 10
tRTP Read to PRE delay 5
Inter-bank constraints
tCCD CAS to CAS delay 4
tRTW RD to WR delay 6
tWTR WR to RD delay 5
tRRD ACT to ACT (different bank in same rank) | 4
B Data bus transfer 4
tFAW Four bank activation window 20

TABLE I: JEDEC timing constraints for DDR3-1333H [19].
COTS multicore processors typically use write batching to
prioritize read memory requests over write memory requests
since writes do not stall the processor pipeline [7], [16], [18],
[34]. The write requests are then served in batches [8] to
improve the turnaround time of the data bus as serving a set
of memory requests of the same type is more efficient [10].
The most common method of implementing write batching is
the watermarking technique [8]. Specifically, when there are
pending read requests, write requests can only be served by the
memory controller if the number of write requests in the write
buffer is greater than or equal to the watermarking threshold,
and then at least one batch of write requests will be served
by the memory controller. To avoid write buffer overflow, it is
assumed that the size of the write buffer is sufficient to insert
write requests from all cores, and the watermarking threshold
is always kept less than the size of the write buffer. Please
refer to [18], [20] for a comprehensive overview of DRAM.

III. SYSTEM MODEL

We assume a multicore platform comprising m identical
cores (my,mo2,..., Tm). The DRAM is shared among all

the cores. Similarly to the existing work [7], we assume
that the shared DRAM is accessed by cores via a set of
crossbar switches that facilitates the point-to-point connection
between each core and main memory. We assume that the
local memory of each core (e.g., scratchpad or cache) is
large enough to store all the data/instructions required by
the task with the largest memory footprint that can execute
on that core. If this is not possible due to the limited size
of the local memory, the tasks can be divided into smaller
segments [27], [28] such that the local memory is sufficient to
store the data/instructions required by the task’s segment with
the largest memory footprint that can execute on that core.
Furthermore, if the system has a shared cache, it is assumed
to be partitioned between the cores such that cores have non-
overlapping partitions.

A. Task Model

We consider the 3-phase task model [9], i.e., each task
is divided into A, E, and R-phases, i.e., (1) an Acquisition
or A-phase, during which the task prefetches it’s required
data/instructions from the main memory and store them in
the core’s local memory, (2) the Execution or E-phase, during
which computation is performed on the preloaded data without
generating any accesses to main memory, and (3) the Restitu-
tion or R-phase that writes back the modified data of the task
to the main memory. Each phase as well as the complete task
executes non-preemptively. Code compliant with the 3-phase
task model can be obtained using existing tools [17], [28].

We consider a task set I" comprising n sporadic tasks
(11, 72,...Ty) partitioned among cores at design time. 7; de-
notes the minimum inter-arrival time between two consecutive
jobs of task 7;, and D; denotes its relative deadline. We
assume that tasks have constrained deadlines, i.e., D; < T;.
The maximum number of memory requests that can be issued
during the A-phase (resp. R-phase) of task 7; in isolation is
denoted by M DZA (resp. M D). Similarly, the WCET of the
E-phase of task 7; is denoted by C¥, and the WCET of the
A-phase (resp. R-phase) of task 7; is denoted by C;* (resp.
CE). Note that the values of MD#, MDE, CE, CA, and
CE can be obtained by static analysis, measurement-based
analysis, or by using the combination of both [31]. We assume
that tasks are scheduled using fixed-priority non-preemptive
scheduling with priorities assigned using any fixed-priority
algorithm such as, but not limited to, Rate Monotonic or
Deadline Monotonic [21].

Throughout the paper, we refer to the core on which task
7; (i.e., the task under analysis) executes as the local core,
denoted by 7;. Similarly, any core other than the local core is
referred to as a remote core, usually denoted by .. The set
of all tasks mapped to a remote core 7, is denoted by I"..

B. Main Memory Model

We focus on systems with DRAM as their primary memory
module. We assume a single rank composed of multiple banks.
We assume the DRAM follows the organization and memory
request handling protocols discussed in Section II.



We formalize the properties of the considered memory
controller with the following set of rules.
R1: Each bank has its per-bank queue in which memory
requests targeting respective banks are queued. Each per-bank
queue is sorted using the First-Ready First-Come-First-Served
(FR-FCEFS) policy which means 1) memory requests that result
in a row-hit are prioritized over memory requests that result
in a row-miss; and 2) in case of a tie, older memory requests
are prioritized over newer memory requests.
R2: We consider that banks are partitioned between cores such
that each core has its set of banks in which data it needs to
read are stored [15], [34]. Specifically, the A-phases of tasks
mapped on a core cannot read from banks assigned to other
cores. Note that we do not assume how memory requests are
mapped within the assigned set of banks.
R3: To allow data sharing between tasks assigned on different
cores, tasks can write data in any bank.
R4: Similarly to [7], Round-Robin is considered as the inter-
bank scheduling policy that serves memory requests from each
per-bank queue with the granularity of one memory request,
i.e., one memory request per turn. Furthermore, we assume
that the inter-bank scheduler cannot reorder requests [7].
RS: Similarly to [7], we consider that cores have an in-order
pipeline, i.e., there can be at most one pending read memory
request per core at a time. A subsequent read memory request
on a given core will only be issued after the previous memory
request is served.
R6: We assume that read memory requests have higher priority
than write memory requests since writes do not stall the
processor pipeline. Write requests are enqueued in a write
buffer of size Qurire- and then served in batches with the
watermarking mechanism [8]. Specifically, if there are any
pending read requests, the memory controller only starts serv-
ing write requests if the number of write requests enqueued in
the write buffer is greater than or equal to the watermarking
threshold Wy, and serves at least one batch of write requests
where the size of a batch is denoted by Nyy . Similarly to [7],
[34], we assume that Qwrite > Wip > Qwrite — Nwp.
R7: For each task 7;, we assume that M D > MDE, ie.,
the maximum number of read requests of the A-phase of task
T; is greater than or equal to the maximum number of write
requests of the R-phase of task 7;, which models the fact that
most pieces of code need to load more data and instruction
from main memory to execute than it writes data back in main
memory.
RS8: It has been shown in the state-of-the-art [7], [16], [18],
[34] that DRAM refreshes have a negligible effect on memory
access latency, hence this work also does not consider the im-
pact of DRAM auto-refresh on memory contention. However,
if required, it can be integrated by adding a periodic cost to
WCET of tasks.
R9: We assume that DRAM has n banks (by, bs, . . ., b,) where
n > m. Furthermore, we assume that consecutive banks are

3Similarly to the state-of-the-art [7], [34], we assume that the value of
Qurite 1s large enough to store the write requests from all cores and the
computation of Q. rite is not in the scope of this paper.

assigned to cores, e.g., if y number of banks are assigned to a
core , then the bank assignment is given by b, ...b;1, € 7.

C. Preliminaries

In this section, we will remind the reader of the results
of existing work to compute the memory contention suffered
by tasks. We will later leverage them to build our proposed
memory contention analysis. At the DRAM bank-level, tasks
can suffer two types of contentions; 1) intra-bank contention,
i.e., due to interfering memory requests targeting the same
bank as the memory request of the task under analysis; and 2)
inter-bank contention, i.e., due to interfering memory requests
targeting a different bank than the memory request of the task
under analysis.

We will now briefly discuss the bounds on the inter-bank
contention derived in the state-of-the-art. It has been shown
in [34] that the maximum inter-bank contention that can be
suffered by a memory request is given by the maximum
contention it can suffer on any of the commands it comprises.
Specifically, assuming that the request under analysis and
interfering requests are all row miss requests, i.e., they issue
PRE, ACT, and C'AS commands in sequence, the maximum
inter-bank contention that can be suffered by the read request
under analysis from N,, interfering read requests is upper
bounded by (From Theorem 1 of [34])

L(Nrq) =

max
Npre+Nacr+Ncas=Nrq 6))

(LPRE(Nprp) + LT (Nacr) + L (Ncas))

The delay bounds on each of the PRE, ACT and CAS com-
mands is computed as per the JEDEC standard (see Table I).

Specifically, the term L¥%Z(Nprg) is the delay that can be
caused by Nprp interfering PRE commands to the PRE com-
mand of the read request under analysis and can be computed
using the following equation (From Lemma 2 of [34]).

LP%®(Nprg) =2 Npre )

The main insight behind Equation 2 is that there are no inter-
bank timing constraints between the PRE to PRE command.
However, a PRE command can still be delayed due to the
command bus contention caused by AcT and cAs commands
of interfering read request (see Lemma 2 of [34] for proof).

Similarly, LA°T(Nacr) is the delay that can be caused by
Nacr interfering ACT commands to the AcT command of the
read request under analysis and can be computed using the
following equation (From Equation 9 of [18]).

LACT(Ncor) = 2-Npg+max (NacrtRRD, {% . tFAWl)

©)
The main insight behind Equation 3 is that there is a tRRD
inter-bank timing constraint between ACT to ACT commands.
Furthermore, tFAW inter-bank timing constraint represents that
no more than 4 AcT can be issued on different banks of
the same rank. The term 2 - N,, represents the command
bus contention that can be suffered by the AcT command of
read request under analysis from cAs and PRE commands of
interfering read request.



Finally, L¢“45(Ncas) is the delay that can be caused by
Necas interfering ¢As commands to the ¢As command of the
read request under analysis and can be computed using the
following equation (From Equations 10 and 4 of [18]).

LE*(Ncas) = (Noas +1) - tCCD +2 - Ny, “)

Equation 4 is also derived by considering the cAs to cas
inter-bank timing constraints and command bus contention.

Now, we will discuss the upper bound on the maximum
memory contention that can be suffered by the read request
under analysis due to interfering write requests.

(From Equation 2 of [18]) The maximum delay that can be
suffered by the read request under analysis due to N write
requests when the memory controller uses write batching is
upper bounded by Ly g, where

Lwp(N) = N - (max(tRAS,tRCD +tW L +tB +tWR) + tRP) (5)

The value of Ly g is derived using the JEDEC timing con-
straints by considering 1) N write requests will be served
by the memory controller in batches; 2) the write requests
can access any bank in the system; and 3) each write request
is a row-miss request that issues PRE, ACT, and CAS com-
mands sequence. The detailed derivation of all the equations
discussed in this section can be found in [18], [34].

IV. PROPOSED MEMORY CONTENTION ANALYSIS

In this section, we present our proposed memory contention
analysis. We start by computing the maximum memory con-
tention that can be suffered by read requests of the A-phase
of task 7; due to read requests of tasks running on all remote
cores. We now introduce important properties that will be
useful in deriving the bound on the memory contention.

Property IV.1. Read requests of the task under analysis
cannot suffer intra-bank contention from read requests of tasks
running on remote cores.

Proof. Since banks are partitioned between cores for read
accesses (see Rule R2), a read request of tasks running on
any remote core will never access the same bank as the read
request of the task under analysis executing on the local core
m;. Thus, read requests of the task under analysis cannot suffer
intra-bank contention from read requests of tasks running on
remote cores. O

Property IV.2. There can only be at most one pending read
request in a per-bank queue at a time.

Proof. A core can only have one pending read request at a time
(see Rule RS5). Furthermore, banks are partitioned between
cores for read accesses (see Rule R2). Therefore, there can
only be at most one pending read request in a per-bank queue
at a time. O

As proven in Property IV.1, read requests of the task under
analysis cannot suffer intra-bank contention from read requests
of tasks running on remote cores. Therefore, we will now
compute the maximum inter-bank contention that can be

suffered by read requests of the A-phase of task 7; due to
read requests of tasks running on all remote cores.

Lemma 1. The maximum number of read memory requests of
tasks running on all remote cores that can interfere with read
memory requests of the A-phase of task T; is upper bounded
by N[ead, where

Ny = MD{* x (m —1) ©6)

Proof. Due to the RR inter-bank scheduler, the read request of
the A-phase of task 7; may have to wait for the completion of
one read request from each per-bank queue assigned to remote
cores. However, this can be pessimistic because a consecutive
set of banks is assigned to each core (see Rule 9). In such
a scenario, if y banks are assigned to a remote core 7, the
bank assignment is given by b, ..., b,y € .. Consequently,
when the memory controller serves a read request from the
per-bank queue of bank b,, the per-bank queues of banks
bz+1,...,by+y will be empty as there can be at most one
pending read request per core (see Rule 5). Thus, after serving
the memory request of b, bank, the RR algorithm of the
inter-bank scheduler will directly jump to bank b4 1. This
implies that a read request of the A-phase of task 7; can be
delayed due to read requests enqueued in at most one per-bank
queue assigned to each remote core and there can be at most
one pending read request in a per-bank queue at a time (see
Property IV.2). Thus, a read request of the A-phase of task 7;
can be delayed due to m—1 read requests of tasks on all remote
cores. Extending this to each read request of the A-phase of
task 7;, M D#* x (m — 1) upper bounds the maximum number
of read memory requests of tasks running on all remote cores
that can interfere with read memory requests of the A-phase
of task 7;. The Lemma follows. O

Having bounded the number of interfering read requests, we
bound the maximum contention that can be caused by those
interfering requests to read requests of the A-phase of task ;.

Lemma 2. The maximum memory contention that can be
suffered by read requests of the A-phase of task T; due to
read requests of tasks running on all remote cores is upper
bounded by MC’iTe“d, where

MCr** = MD# x

max
NprE+Nacr+Ncas=m—1 7

(LPRE (NprE) + LACT(NACT) + LCAS(NCAS))

Proof. From Lemma 1, we know that each read request of
the task under analysis can be delayed by at most m — 1
read requests issued by all remote cores. As memory requests
can potentially be mapped to any rows/columns of the set
of banks assigned to that core, in the worst case, each
memory request can be a row-miss. As a consequence, all
memory requests issue PRE, ACT, and c¢AS commands in
sequence. From Equation 1 proven in Theorem 1 of [34], we
know that NPRE+NA(§’1’-II‘afNCAS:m*1 (LPRE(NPRE)-i-LACT(NACT)
+L94%(Ncas)) bounds the maximum memory contention
that can be generated by m — 1 read requests.
Hence, every read request of 7; suffers at most



max LPEE(Nprp)+LACT (NacT)
Npre+NacT+Ncas=m—1 (

+LC45(Noas)) time units of interference. The M D}
read requests of 7;’s A-phase will thus suffer at most
MD{x LPRE(N LACT(N

‘ NPRE‘*'NAC{I’JI"ai(NCAS:m_l( (Npre)+ (Nacr)  +

LY4%(Ncas)) time units of interference. O

Having bounded the contention caused by read requests, the
next step is to compute the maximum contention that can be
caused by write requests of any core to read requests of the
A-phase of task 7;. We start by briefly discussing how such a
bound is derived in [7] and identify sources of pessimism. We
then propose a new bound in Lemmas 3 and 4.

From Lemma 3 of [7] The overall interference suffered by
read requests of the A-phase of task T; due to write requests
in any time interval of length t is bounded by

MCP"(t) = Lwp(min(NR(t) X Nuwp, NW (t) + Qurite)) (8)

where Ly g (V) is the maximum delay that can be caused by
N write requests (see Equation 5); N R(t) is the total number
of read requests that can be issued by the A-phase of task 7;
plus all interfering read requests from all remote cores during a
time interval of length ¢; and NW (¢) is the maximum number
of write requests that can be issued by all jobs of all tasks
running on all remote cores during a time interval of length .

In Equation 8, NR(t) x N, captures that each read
request of the task 7; as well as each interfering read request
can be delayed by one batch of write requests. This is a
pessimistic bound since it assumes that every read request will
suffer from one batch of write requests without analyzing the
maximum number of batches that can be triggered during the
execution of the A-phase of 7;. Similarly, the NW (t) captures
write requests of all jobs of all tasks released on all remote
cores during a time interval of length ¢. This bound is also
pessimistic as it assumes all writes that can be issued by all
jobs released on all remote cores during a time interval of
length ¢ can interfere. However, in the 3-phase model, a core
issues an R-phase only after the completion of the E-phase
which further depends on the completion of the A-phase. This
implies that even when several jobs are released on a core, the
actual number of write requests (R-phases) issued by a core
depends on the number of read requests (A-phases) served on
that core. Building on this, we will now accurately bound the
maximum number of write batches that can be served by the
memory controller during the execution of the A-phase of 7;.

Lemma 3. The maximum number of batches of write memory
requests that can be served by the memory controller during
the execution of the A-phase of ; is upper bounded by N*?,
where N is given by

YTt max {MDJ} + N7 = (Wen = (Qurite = Nup))
raer,

1+
Nuyp

(€]
Proof. When the first read request of the A-phase of task 7;

arrives at the memory controller, in the worst case, the number
of write requests inserted in the write buffer is equal to the

size of the write buffer (Qy;¢.. This will trigger one batch of
write requests as accounted by the "+1" in Equation 9. After
the first write batch, the maximum number of write requests
still left in the write buffer is equal to Qurite — Nwp. Now,
there can be a scenario in which a remote core just completed
an E-phase and starts executing an R-phase. Thus, we need to
account for write requests that can be issued by at least one
R-phase on each remote core. In the worst case, each remote
core executes the R-phase that issues the largest number of
write requests among the R-phases of all tasks running on that
remote core, i.e., max {MDE}. Extending this to all remote

cores, ZT:M 41 ax {MDE} upper bounds the number of

write requests that can be issued by the R-phases of tasks that
already completed their A-phases prior to the arrival of the A-
phase of task 7;. Note that to produce another R-phase on the
same remote core, the core first needs to execute an A-phase.

From Lemma 1, we know that N/ cad hounds the maximum
number of interfering read requests. Since the length of the
R-phases of tasks is assumed to be less than or equal to
their A-phases (see Rule R7), in the worst case, there can
be at most N/ number of write requests that can be
issued by all remote cores in the same interval the A-phase
of task 7; executed. We do not need to account for write
requests issued on the local core because 1) task 7; will
only issue its R-phase after the completion of its A-phase;
and 2) the R-phase of any other previously executed task
on the local core must have already inserted all its write
requests in the write buffer before the start of 7;. Therefore,
we have at most QwMte—NWﬁZT:M#Tﬁlea%c,{MD§}+N[_read

write requests enqueued in the write buffer after the first
write batch. Now, there must be at least Wy, requests in the
write buffer to trigger a write batch and each batch has a
size of N, requests, so the total number of write batches
triggered by >, max {MDEY4 N~ (Wyp, —(Qurite—Nuwp))

write requests is upper bounded by
ST max {MDY4NT = (Wen—(Qurite=Nuws))
Tu r
Nup o

From Lemma 3, we can simply compute the maximum
number of write requests that can interfere with the A-phase
of task 7; using N“"*¢  where

Niwmte — Niwb % wa

(10)

Lemma 4. The maximum memory contention that can be
suffered by the A-phase of task T; due to write requests is
upper bounded by MC""'¢, where

MC;UTHE — LWB (szwrite) (11)

Proof. From Equation 10, N*"*¢ upper bounds the maximum
number of interfering write requests; and from Equation 5
that is proven in Equation 2 of [18] (also reused in Lemma 3
of [7]), we know that Ly 5 (N#"%*¢) upper bounds the memory
contention caused by N*"#¢ requests. The Lemma follows.

O



Finally, using Equations 7 and 11, the total memory con-
tention that can be suffered by the A-phase of task 7; is upper
bounded by MC!°tal, where

MCfOtal — MC"_read + Mczurite (12)

As proven in [7], we do not need to account for memory
contention that can be suffered by the R-phase of task 7;. This
is mainly because 1) writes do not stall the processor pipeline;
2) the write buffer of size Qurite is assumed to be large
enough to insert write requests from all cores; and 3) the write
batching mechanism ensures that a batch of writes is served
as soon as the write batching threshold W, is reached, where
Qurite > Win > Qurite — Nwp. Furthermore, Lemma 3 also
takes into account the impact of the R-phases of the previously
executed tasks on the A-phase of the task under analysis on
the same core. Hence, we only need to account for the WCET
in isolation of the R-phase.

Having bounded the maximum memory contention that can
be suffered by task 7;, we can integrate the maximum memory
contention into the WCET of task 7;. Similar to [7], integrating
memory contention into the WCET of tasks allows computing
an inflated WCET.

Let C; denote the inflated WCET of task T; which also takes
into account the memory contention that can be suffered by
task 7;, where C; is given by:

Ci = MC*™ + ¢ (13)

where M C?°te! is given by Equation 12; and C; is the WCET
of task 7; in isolation and is computed by C; = CA+CE+CE.

After inflating the WCET of each task in the taskset using
Equation 13, the WCRT of each task can be computed using
the well-known WCRT analysis for single-core processors [6]
as we have already accounted for the maximum memory
contention that can be suffered by each task into its inflated
WCET.*

V. EXPERIMENTAL EVALUATION

In this section, we will evaluate the performance of the
proposed memory contention analysis in comparison to the
state-of-the-art. As we improve upon the work of [7], we need
to directly compare the proposed analysis with [7]. However,
comparing the proposed analysis with the exact analysis of [7]
can be biased. This is mainly because the analysis of [7] does
not consider bank partitioning. This implies that tasks suffer
both intra-bank and inter-bank contention. As a consequence,
the analysis of [7] may tend to perform poorly in comparison
to the proposed analysis not necessarily due to the pessimism
in the existing analysis but due to fundamental differences in
the assumptions. Therefore, we also apply bank partitioning
using Rule R2 when computing memory contention bounds
for the analysis in [7]. It implies that for the existing work [7],
we modeled the contention suffered by read requests of the
task under analysis from interfering read requests identically

4Note that any contention on the memory controller results in busy waiting
on the core. Therefore, there are no anomalies caused by any kind of self-
suspension.

to that of the proposed work, i.e., using Lemmas 1 and 2.
Furthermore, for the existing work [7], we compute the
memory contention suffered by read requests of the task
under analysis from write requests using Equation 8. On the
other hand, for the proposed work, we compute the maximum
number of interfering write requests using Equation 10 and
the maximum contention caused by all those interfering write
requests using Equation 11. Note that Equations 8 and 11
leverages Equation 5 (proven in Equation 2 of [18]). Using
the maximum contention from read and write requests, we
compute the total memory contention suffered by tasks and
then inflate their respective WCETs by integrating the total
memory contention as shown in Equation 13.

For the experimental evaluation, we perform a set of exper-
iments using synthetic tasksets to compare the performance
of the proposed analysis with the existing analysis [7]. For
the default configuration, we model a quad-core platform
with the taskset size of 32 tasks in which 8 tasks were
randomly mapped to each core. Tasks utilization U; was
generated using the UUnifast-discard algorithm [11]. Task
periods 7; were randomly generated in the range of [10¢,107]
using log-uniform distribution. The WCET in isolation C;
was then assigned by C; = U; x T;. The total memory
access demand (MD) of tasks was derived using C; such
that, M D, = rand(10%,20%) x C;. The memory demand
of the A-phase A; was chosen randomly in the range [50%,
90%] of M D,, i.e., A; = rand(50%, 90%) x M D,. Similarly,
the memory demand of the R-phase was then chosen by
MD; — A;. We use a term ¢ to represent the maximum
time taken by a memory request, where the value of %% can
be computed by considering the intra-bank timing constraints
given in Table I. Then we generated the maximum number of
memory requests that can be issued during the A-phase (resp.
R-phase) using M D = [ AL (resp. MDF = [MDPizAi]y,
Task deadlines were equal to task periods, i.e., D; = T;.

In all the experiments, for the memory controller, we
consider the following parameters.

Qurite = 64 (identically to [7], [34]); Wy, = 54 (identically
to [34]); and N, = 18 (identically to [7], [34]).

We perform various experiments to compare the perfor-
mance of the proposed memory contention analysis with the
existing memory contention analysis [7] by varying: 1) the
core utilization; 2) number of cores; 3) memory access de-
mand; and 4) task periods. We use taskset schedulability, i.e.,
the percentage of schedulable tasksets, as a metric to evaluate
the performance of each approach. To plot each point in every
experiment, 1000 task sets were randomly generated. In all
the experiments, the proposed memory contention analysis is
marked as "OUR" and the state-of-the-art (SOTA) analysis [7]
is marked as "SOTA". In all the plots, the x-axis represents
the core utilization and the y-axis represents the percentage of
schedulable tasksets, i.e., the percentage of tasksets that were
deemed schedulable.

1. Core Utilization: In this experiment, we varied each core
utilization between 0.05 and 1 in steps of 0.025 for the default
configuration, i.e., m = 4. We then plotted the percentage
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of tasksets that were deemed schedulable by the proposed
analysis and SOTA analysis for each core utilization value in
Figure 1b. We can see in Figure 1b that increasing the core uti-
lization decreases taskset schedulability for both approaches.
This happens because the WCET C; was generated using U;
and T;, ie., C; = U; x T;. This implies that an increase
in core utilization increases tasks utilization which further
increases the WCET in isolation and memory demand of tasks.
This further results in an increase in the interference/blocking
caused by tasks on the local core and the memory contention
from remote cores. Consequently, the taskset schedulability
decreases with the increase in core utilization. As shown
in Figure 1b, the taskset schedulability is low for both ap-
proaches, e.g., no tasksets were deemed schedulable after 55%
core utilization. This happens because the default configuration
considers m = 4 and 32 tasks in the taskset so tasks can
suffer significant memory contention which increases tasks’
WCET/WCRT and decreases taskset schedulability. Nonethe-
less, the proposed approach outperformed the SOTA analysis
by improving the taskset schedulability up to 100% points.
This gain is mainly observed as tasks suffer a significant
amount of memory contention in the default configuration,
i.e., m = 4, and since the proposed approach tightly bounds
the total memory contention, i.e., by accurately quantifying the
maximum number of write requests and the contention caused
by those write requests, the proposed approach significantly
outperformed the SOTA analysis.

2. Number of Cores: In this experiment, we vary the
number of cores along with the core utilization. The number
of cores (m) were varied from 2 to 8 along with core
utilization. The taskset schedulability using both approaches

on different values of m is plotted in Figure 1. We observed
that increasing (resp. decreasing) the number of cores neg-
atively (resp. positively) impacted the taskset schedulability.
This is mainly because increasing the number of cores also
increases the number of interfering tasks which results in
an increase in the number of interfering memory requests.
This in turn increases the total memory contention suffered
by tasks and decreases taskset schedulability. Nonetheless, the
proposed analyses outperformed the SOTA analysis for all the
considered values of m. We can also see in Figure 1 that
the gain of the proposed approach over SOTA decreases with
the decrease in the value of m. For example, as shown in
Figure 1a, the proposed approach was able to schedule 81% of
more tasksets in comparison to the SOTA at the core utilization
of 0.60. This happens because when m = 2, the impact of
memory contention is lesser as there is only one remote core
with 8 tasks. Since the proposed approach mainly improves
the bound on memory contention, the gain of the proposed
approach over the SOTA analysis was reduced for m = 2.

3. Memory Access Demands: In this experiment, we vary
the Memory Access Demand (MD) of tasks by considering
three different configurations as follows:

(a) Low MD, i.e., MD=(5%, 20%) x C;,
(b) Medium MD, i.e., MD=(20%, 40%) x C;,
(c) High MD, i.e., MD= (40%, 60%) x C;.

The value of MD was assigned to each task in the taskset
randomly as per the chosen configuration. The percentage
of tasksets that were deemed schedulable using both ap-
proaches for each MD configuration is plotted in Figure 2.
We observe that an increase (resp. decrease) in the MD value
negatively (resp. positively) impacts the taskset schedulability.
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This happens because an increase in the MD value translates
to an increase in the number of memory requests which also
increases the number of interfering requests and total memory
contention that tasks can suffer. As a consequence, both ap-
proaches performed the best under the Low MD configuration
and the worst under the High MD configuration. However, for
all the MD configurations, the proposed analysis performed
significantly better than the SOTA analysis.

4. Task Periods: In this experiment, we varied the period
range of tasks and analyzed its impact on taskset schedulabil-
ity. As the WCET C; of tasks were generated using the task
periods, i.e., C; = U; x T}, the task periods can impact the
WCET C; of tasks. This can further impact the length of the
memory phases as the memory demand of tasks is generated
using the value of C;. For this experiment, we consider three
different task periods range configurations as follows:

(a) S (Short) range, i.e., T; = [10%,5 x 10°],
(b) M (Medium) range, i.e., T; = [105,107],
(c) L (Long) range, i.e., T; = [10%,5 x 107].

For each task period range, the task periods were generated
using log-uniform distribution. The percentage of schedulable
tasksets using both approaches for each task period range
is plotted in Figure 3. In Figure 3, we observe that an
increase in the period range has a negative impact on taskset
schedulability. This mainly happens because increasing the
task period increases the WCET of tasks due to the relation
between C; and T3, i.e., C; = U; x T;. This in turn increases
the blocking from a lower priority task on the same core, i.e.,
a larger period leads to a larger WCET which can cause a
larger blocking from lower priority tasks. This increase in
lower priority blocking also increases the WCRT of tasks.
This causes a degradation in taskset schedulability when the
period ranges increase. This is also the reason that for the L
range configuration (see Figure 3c), the gain of the proposed
approach over SOTA was reduced to around 68% since the
lower priority blocking significantly impacted taskset schedu-
lability and its computation is identical for both approaches.
Nonetheless, for all the task period range configurations, the
proposed analysis outperformed the SOTA analysis.

VI. RELATED WORK

The main memory contention in multicore systems is a
well-known problem identified by the real-time systems re-
search community. A plethora of works in the literature built

different solutions for the memory contention problem (see
surveys [22], [24]). Among other solutions, the concept of the
phased execution model, e.g., the 3-phase task model [9], [26],
has been identified as suitable for the memory contention prob-
lem. The main idea of these models is to divide the execution
of each task into distinct execution phase, i.e., computation
only without any main memory accesses, and memory phases,
i.e., all the main memory accesses. Initial works leverage the
3-phase task model to build a contention-free time-triggered
schedule [5], [25] that ensures that at most one memory
phase accesses the main memory at a time. Even though
these solutions are important, they cannot be applicable in
scenarios in which tasks are of event triggered/sporadic nature.
To address this issue, several existing works analyze the max-
imum memory/bus contention that can be suffered by 3-phase
tasks considering partitioned fixed-priority scheduling [2]-[4],
[13], [14] and global fixed-priority scheduling [23], [30]. The
main goal of these approaches is to quantify the maximum
memory/bus contention that can be suffered by 3-phase tasks
and integrate the respective bounds into their WCET and
WCRT. However, these approaches model the main memory as
a black box, i.e., they assume main memory and memory bus
as a single resource without taking into account the memory
organization, type of memory requests, locality of memory
requests, and memory controller arbitration protocols. Conse-
quently, the bounds derived on the memory contention using
these approaches can be pessimistic/optimistic as modern
memory controllers can potentially reorder memory requests
depending on the locality of the memory request, type of
memory requests, memory controller arbitration policies, etc.

To fill this gap, several works build memory contention
analysis using white-box memory modeling [1], [7], [10],
[16], [18], [20], [34]. The main idea of these approaches
is to take into account the memory organization, low-level
arbitration mechanism of the memory controller, type of
memory requests, locality of memory requests, precise bound
on memory access time of each memory request, etc., while
deriving the upper bound on memory contention. Among all
these approaches, the only work that focused on the memory
contention analysis for the 3-phase task model is proposed
in [7]. The work in [7] built the memory contention analysis
for 3-phase tasks considering partitioned fixed-priority non-
preemptive scheduling. Their work proposed an ILP formu-



lation to bound the maximum memory contention that can
be caused by read requests. However, as discussed earlier,
their analysis derives a pessimistic bound on memory con-
tention caused by write requests. Therefore, the proposed
work improves the bound on memory contention by tightly
bounding memory contention caused by write requests, i.e.,
by closely analyzing the relationship between interfering A-
phases (reads) and interfering R-phases (writes).

VII. CONCLUSION AND FUTURE WORK

In this work, we proposed an improved memory contention
analysis for the 3-phase task model considering partitioned
fixed-priority scheduling. First, we identify the sources of
pessimism in the existing memory contention analysis [7] that
focuses on the 3-phase task model. We then show how this
pessimism can be tackled by providing a more precise estimate
of memory contention that can be caused by write requests by
considering the relationship between interfering read requests
and interfering write requests. Experimental evaluations show
that our proposed memory contention analysis was able to
derive tighter bounds on the memory contention of tasks
which can improve task set schedulability by (a) up to 100%
percentage points in scenarios in which memory contention is
significant, and (b) around 68% to 81% percentage points in
scenarios in which the memory contention is lower. In future
works, we aim to improve the proposed analysis by taking into
account different memory mapping schemes, i.e., how memory
requests are mapped to DRAM banks. This can potentially
allow us to provide a tighter bound of memory access times
of each request, e.g., there can be some row hit requests if
memory requests are mapped to the same row of the bank.
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